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Video Understanding
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long-form video understanding

» Key Aspects « Difficulties

Multi Frames Sampling

Time-consuming, high calculation cost

Multi-modal Reasoning

Long context LLM is hard to expand to multi-modal model

Local and Global Understanding

Lack of high-quality datasets

Long Sequence Reasoning

Hard in temporal localization



long-form video understanding

LLM as agent
* VideoAgent: Long-form Video Understanding with Large Language Model as Agent
* VideoAgent: A Memory-augmented Multimodal Agent for Video Understanding

Long Video Understanding dataset
* MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

°

Local Context Understanding
+ TimeChat: A Time-sensitive Multimodal Large Language Model for Long Video Understanding
* LongVLM: Efficient Long Video Understanding via Large Language Models



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Motivation

the human cognitive process for long-form video understanding
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emphasize interactive reasoning and planning over the ability to process lengthy visual inputs



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Agent Elements

> States
> Actions
» Observations

What does the dog piay with at the baginning?
S oot B
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Determining the Next Action

Fig.1: Overview of VideoAgent. Given a long-form video, VideoAgent iteratively

searches and aggregates key information to answer the question. The process is con-

Updating the Current State trolled by a large language model (LLM) as the agent, with the visual language model
(VLM) and contrastive language-image model (CLIP) serving as tools.

Gathering a New Observation

vV V V V



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Obtaining the Initial State

Generate Captions

VLM 802 A dog s playng n a8 rooer
paaal ng 3 oGy

A COg B wash =
4804, A gog) & snMing an <o

leverage vision-language models (VLMs) to convert the visual content to language descriptions



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Determining the Next Action

What does the dog play with at the beginning? _
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we need the LLM to reason over the question and existing information

answer the question or search new information



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Determining the Next Action
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Fig. 2: Detailed view of VideoAgent’s iterative process. Each round starts with the
state, which includes previously viewed video frames. The large language model then
determines subsequent actions by answering prediction and self-reflection. If additional
information is needed, new observations are acquired in the form of video frames.

Frame 50/500

Use LLM to generate confidence score



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Gathering a New Observation
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Fig. 2: Detailed view of VideoAgent’s iterative process. Each round starts with the
state, which includes previously viewed video frames. The large language model then
determines subsequent actions by answering prediction and self-reflection. If additional
information is needed, new observations are acquired in the form of video frames.
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VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Updating the Current State
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Fig.1: Overview of VideoAgent. Given a long-form video, VideoAgent iteratively
searches and aggregates key information to answer the question. The process is con-
trolled by a large language model (LLM) as the agent, with the visual language model
(VLM) and contrastive language-image model (CLIP) serving as tools.

Repeat



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Question:Discuss any potential
reasons why ¢ might have repeated
certain actions multiple times in the
video, and how this might contribute
to the overall objective of the activity

EgoSchema

A distinctive feature of this dataset is the length of
its videos, each lasting 3 minutes.

Scenarios:

« jobs related to
construction/renovation company
(Director of work, tiler, plumber,
Electrician, Handyman, etc)

Next-QA

feature object interactions in daily life,
accompanied by 48,000 multiple-choice questions.

Why did the boy pick up one present How did the man react when the ball was
. . . and move to the sofa? thrown to him by boys?
These questions fall into three categories: Temporal, 0. share with the gir 0. bounce it
.. 1. approach lady sitting there 1. walk away
Causal, and Descriptive 2. unwrap It 2. surround the boys
3. playing with toy train 3. pick up and throw back

4. gesture something 4. run after the man in white shorts



VideoAgent: Long-form Video Understanding with Large Language Model as Agent

Method |Fr;uucs Subset Full Model | Subset  Full
FrozenBiLM [58] (noueirazozz || 90 - 269 Random Chance 20.0  20.0
InternVideo [51] joxivaozz 21|| 90 - 321 Bard only (blind) |2| j20294 27.0 33.2
ImageViT [34] jarxivavzsaz || 16 | 40.8  30.9 Bard + ImageViT [34] (20209 | 35.0  35.0
ShortViViTioe [34] lnexivzoasazi]| 32 | 496 313 Bard | ShortViViT [34] j2e2ss | 42.0 36.2
LongViViT I.'f»ll | Xiv2023.12 256 06.8  33.3 Bard | PALI l:‘l] 12093.8) 14.8 30.9
SeViLA [66] incuripsazst|| 32 | 257 227 Gpp g Turbo (blind) [2] jaeesa | 310 30.8
Vamos ’49' [arXiv2023.11 - - 48.3 GPT-4V l2] faoaee) 63.5 55.6
LLoVi [67] juxivzozaz || 180 | 57.6  50.3 Gemini 1.0 Pro [47] ooy | - 55.7
MC-ViT-L 2] (arxivaoza2) || 1284-| 62.6 44.4 : : e =2

VideoAgent (ours) || 8.4 | 60.2 54.1 VideoAgent (ours) | 60.2 54.1

Table 1: Results on EgoSchema compared Table 2: Results on EgoSchema compared
to public models. Full-set results are ob- to large-scale proprietary models.
tained from the official leaderboard.



VideoAgent: Long-form Video Understanding with Large Language Model as Agent
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Fig. 3: (Left) Frame efficiency compared to uniform sampling and previous methods. X-
axis is in log scale. Our method achieves exceptional frame efficiency for long-form video
understanding. (Right) Number of frames for different types of NExT-QA questions.
Min, mean, max, distribution are plotted. VideoAgent selects more frames on questions
related to temporal reasoning than causal reasoning and descriptive questions.



VideoAgent: A Memory-augmented Multimodal Agent for Video Understanding

problem
* high calculation cost
* attention is not suitable for long-distance relations

method
* |Im as agent
* temporal memory and object memory
* tools:
* caption retrieval
* segment localization
* visual question answering
* object memory querying

Video Segments Temporal Memory

Segmant 0 Segmant 0
Caption &

" MO The dog D runs
towards the dog 8

" Textual Feature

< Visual Feature

Object Memory
— +  SQA Detabase -

10 Compey  wgmeent
Segment 3 o thy n:

v [« B
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[}
3 o Segment Locallzation

Video * Visual Question Answering
: | Object Foature 1 ’
M' CUP Incodes E f Object Memory Querying

Fig. 2: An overview of VideoAgent. Left: We first translate an input video into structured
representations: a temporal memory and an object memory; Right: the LLM within
VideoAgent will be prompted to solve the given task by interactively invoking tools
(& #). Our considered tools primarily work with the memory (e.g. / interacts with
the caption part of the temporal memory while # looks up the object memory).

Tool Call Results x N



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

* Problem
» lack of high-quality, diverse video data
* hard to collect or annotate such data

« Motivation
* propose a pipeline for generating datasets
« using GPT-4 and diffusion models to generate scene-consistent data



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies
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Figure 2: Our proposed pipeline for generating long video instruction tuning datasets, With mercly a simple
thematic description, our pipeline is capable of generating key frames of an entire film. The pipeline can be
roughly divided into three stages: (a) movie plot generation, where we generate the whole movie plot based on a
theme phrase using GPT-4. (b) style immobilization process, where we leverage the textual inversion technique
to immobilize the style descriptions generated from the plot into the latent space of the diffusion model, guiding
it to generate frames with fixed style. (¢) video instruction data generation, where we integrate all the previously
obtained information to ultimately generate consistent key frames and corresponding question-and-answer pairs.



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

> Movie Plot Generation.

€ Movie Theme
€ Overview
€ Style

& Character
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Figure 2: Our proposed pipeline for generating long video instruction tuning datasets, With mercly a simple
thematic description, our pipeline is capable of generating key frames of an entire film. The pipeline can be
roughly divided into three stages: (a) movie plot generation, where we generate the whole movie plot based on a
theme phrase using GPT-4. (b) style immobilization process, where we leverage the textual inversion technique
to immobilize the style descriptions generated from the plot into the latent space of the diffusion model, guiding
it to generate frames with fixed style. (¢) video instruction data generation, where we integrate all the previously
obtained information to ultimately generate consistent key frames and corresponding question-and-answer pairs.



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

> Movie Plot Generation.

€ Movie Theme
€ Overview
€ Style

& Character

@ CHATGPT PROMPT FOR MOVIE PLOT GENERATION

You are a specialist in creating stories. Generate a story which theme is "[theme]".
Requirements: First, generate the title, overview and "story tone and the style" of the
story. | will use the story to generate images, so "Story tone and style" should describe
the artistic style of the pictures, and should use only adjectives and shorl phrases, not
sentences, with the most important phrases included in "((*"))", and a single one-word
style-keyword included in "{""}"(Note that you must provide the style-keyword like the
example). Second, list all the locations that the story will take place in, at least 12
locations. Only common places are allowed and use at most 2 words for the location.
Do not mention character names in the locations, Do not use location like "Mary's" or
"Mary’s house" to indicate someone's home. Third, generate all the characters' name,
and use the name of a Weslern celebrity to describe them, with clothes color, in the
formal of "<xxx: @ man/woman looks like xxx in xxx>". For clothes color, a simple one-
word color is enough. If a character appears in the story for at least twice, put it in
"Character" part. A main charater appears most frequently, and a supporting character
appears in part of the story. Except for the characters listed in "Character” part, all the
other characters and objects that will appear in the story should only appear once. For
the new story, | need 1 or 2 main characters, and 0 or 1 supporting charater. Fourth,
generate 11 substories based on the overview. "Scene" part should pick 1,2 or 3
locations in the "Locations" part, and the whole substory will only take place in these
locations. "QA" part is a question-answer pair based on each substory. You can only
ask one of the four types of questions"what”, "why", "how" and "where" after each
substory. The answer should be one or two sentences, no need to be too long. Below is
an example:




MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

» Movie Plot Generation.

€ Movie Theme
€ Overview
€ Style

& Character

Staey Title: The Symphany of Love

Overview: The Symphony of Love' is a heartwarming tale set in the bustling city of Ney
P n avib porary style. The story revolves around Amelia, a
lalenied volinist with & pasaion for music, and Ethan, a successiul businessman with 3
hidgen love for the arts. Their lives IMersect 38 they navigate the complexities of love,

ambition, and the pursut of draams.

Story tone and style. (Romantic), ((Urban chic)), ((modem elegance, bobhemian charm)
pastel paletle, minmshet sesthetic, solt Aghting. candid moments, architectural beauty,
cityscape. dynamic. amotional. ntimate, dreamy, nestalgo

Stylo-keyword: Romantic

Locations: ['Concert Hal, 'Office’, ‘Calle’, ‘Art Gallery', ‘Park’, ‘Rastavrant’, ‘Apartment’,
"Subway'. Roofiop’, ‘Streat’, ‘Lake’, ‘Classroon', ‘Clnema’]

Character:

Man characters.

<Ameta: a woman looks fike Anne Hathaway in rec>
<Efhan. & man looks like Chris Hemsworth in biue>

Supporing charactar;
<Oliver. a man looks like Robert Downey Jr. in beown>
Substones.

Subsiory1: The Malody of Chance

Scene. Subway, Street

Content: Ameka and Ethan have a chance encounter in the subway, and walk on the
atreet.

QA Question: Whers g Amela and Ethan meet each other? Answer. In the subway

Substory2: Tha Harmony of Friendship

Scene: Cafe

Conlent: Ameka and Eshan start 10 bulld & friendship over shared collees snd
convarsatons at their favornta cafe.

DA Question: How did Amalia and Ethan know each other? Answer. They mesat sach
other in cafe, drinking colfee

| it st &l the substones, but you should gensarate the completa varson,



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

» Story Expanding to Key Frame Description

€ Epoch Chapters Generation
€ Narrative Threads Generation

€ Frame Description Generation
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Figure 3: Hlustration of the story expansion strategy. To obtain frame descriptions of a movie-level video
and maximally mitigate the forgetting issue, we adopt a three-level story expansion strategy. The strategy can be
divided into three levels: (a) epoch chapter generation, where each chapter represents a significant period in story
development, (b) narrative threads generation, where each thread refines each major chapter into more specific
narrative sub-stories, (¢) frame description generation, where each frame description elaborates on these narrative
sub-stories, depicting the critical visual frames.



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

» Style Immobilization Process.

€ Textual Inversion
€ Text-embedding

€ Inversion process
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Figure 2: Our proposed pipeline for generating long video instruction tuning datasets, With mercly a simple
thematic description, our pipeline is capable of generating key frames of an entire film. The pipeline can be
roughly divided into three stages: (a) movie plot generation, where we generate the whole movie plot based on a
theme phrase using GPT-4. (b) style immobilization process, where we leverage the textual inversion technique
to immobilize the style descriptions generated from the plot into the latent space of the diffusion model, guiding
it to generate frames with fixed style. (¢) video instruction data generation, where we integrate all the previously
obtained information to ultimately generate consistent key frames and corresponding question-and-answer pairs.



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies

> Video Instruction Data Generation.

€ Consistent Key Frame Generation

€ QA Pairs Generation
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Figure 2: Our proposed pipeline for generating long video instruction tuning datasets, With mercly a simple
thematic description, our pipeline is capable of generating key frames of an entire film. The pipeline can be
roughly divided into three stages: (a) movie plot generation, where we generate the whole movie plot based on a
theme phrase using GPT-4. (b) style immobilization process, where we leverage the textual inversion technique
to immobilize the style descriptions generated from the plot into the latent space of the diffusion model, guiding
it to generate frames with fixed style. (¢) video instruction data generation, where we integrate all the previously
obtained information to ultimately generate consistent key frames and corresponding question-and-answer pairs.



MovieLLM: Enhancing Long Video Understanding with Al-Generated Movies
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Figure 5: Comparison of the key frames generated by ours and other methods. Our method generates rather
more consistent and high-quality frames.



MovielLLM: Enhancing Long Video Understanding with Al-Generated Movies

* method
* movie plot generation by GPT-4
* movie theme
* overview
* style
* characters
* story expanding to key frame description
* Style Immobilization Process
* maintain style-consistence between
generated scenes
* fixes the certain style feature into the
latent space as an embedding
* video instruction data generation
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Figure 2: Our proposed pipeline for generating long video instruction tuning datasets, With mercly a simple
thematic description, our pipeline is capable of generating key frames of an entire film. The pipeline can be
roughly divided into three stages: (a) movie plot generation, where we generate the whole movie plot based on a
theme phrase using GPT-4. (b) style immobilization process, where we leverage the textual inversion technique
to immobilize the style descriptions generated from the plot into the latent space of the diffusion model, guiding
it to generate frames with fixed style. (¢) video instruction data generation, where we integrate all the previously
obtained information to ultimately generate consistent key frames and corresponding question-and-answer pairs.



TimeChat: A Time-sensitive Multimodal Large Language Model for Long Video Understanding

* problem
* fail to associate the significant
video content with accurate
timestamps
* fixed visual tokens for long
videos

* key feature
* time-sensitive multimodal
model
* accurate temporal localization
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Figure 2. The overall architecture of TimeChat. Input a sequence of video frames along with their timestamps, (a) Time-aware Frame
Encoder firstly extracts spatial tokens of each frame and binds the visual tokens with the corresponding timestamp description in frame-level.
Then (b) Sliding Video Q-Former establishes temporal relations across frame tokens with a moving sliding window which produces
varied-length video tokens, Finally, the video tokens are concatenated with the optional transcribed speech and the user query as input for a
(c) Large Language Model, which produces appropriate responses,
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* method
* timestamp-aware frame encoder
* sliding video Q-Former
* speech tokenization(optional)
* |Im generate response

* propose a time-aware video instruction tuning data
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Figure 2. The overall architecture of TimeChat. Input a sequence of video frames along with their timestamps, (a) Time-aware Frame
Encoder firstly extracts spatial tokens of each frame and binds the visual tokens with the corresponding timestamp description in frame-level.
Then (b) Sliding Video Q-Former establishes temporal relations across frame tokens with a moving sliding window which produces
varied-length video tokens, Finally, the video tokens are concatenated with the optional transcribed speech and the user query as input for a
(c) Large Language Model, which produces appropriate responses,



LongVLM: Efficient Long Video Understanding via Large Language Models

* problem
* overlooking local information in long-term
videos
* struggles to understanding detailes in videos

* key feature
* decompose long videos into short clips
* hierarchical token merging module to
* integrate global semantics into each local
feature

What problem ks the man fixing in the video?
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Fig. 1: Previous approaches employ pooling operation or query aggregation for visual
representations, focusing primarily on modeling global semantics and potentially over-
looking detailed information in long-term videos. In contrast, our LongVLM proposes
to aggregate local features for short-term segments and integrate global semantics into
segment-level local feature sequence. Text highlighted in bold green denotes correct
content, while text in red indicates errors. The video duration is 1 minute and 20 sec-
onds.
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* method
* encode local features
* merge local features
* project local features
* |lIm generate response
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Future Work

Answer
Input Long Video f
v cueers | IR (o
'l e y
l LLM Reasoning on Long Video Tree
Coarse

Vidso.Chusiars Videos with VideoTree

o R

y Fine

Aty { Discarded | [ Selected

Figure 1: Overview of VipEOTREE for LLLM reasoning on long videos. VIpEOTREE helps to extract
query-related information in long videos in a coarse-to-fine style. We first cluster videos via their
visual embeddings, and then build a tree structure in a query-adaptive manner. Lastly, the LLM takes
selected keyframe captions in the tree to conduct long video reasoning.
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Figure 2: Overview of the data processing pipeline. It contains five key stages: main body
extraction, preliminary text filtering, document deduplication, image downloading & filtering, and
detailed text filtering. Each stage efficiently reduces the dataset to retain only high-quality data.



